Visualizing and Understanding Sampling Distributions Using Dynamic Software
Abstract  This article describes the ways in which dynamic spreadsheets in Excel can be used to enhance student understanding of common sampling distributions in introductory statistics courses.  The emphasis is on random simulations of the distribution of sample means leading to the Central Limit Theorem, as well as the distribution of sample medians, the distribution of sample modes, the distribution of sample proportions, the distribution of sample differences of sample means, and a variety of others. 


Students in introductory statistics courses are often asked to accept many statements and procedures on faith since the mathematical justifications are often much too sophisticated for them to comprehend.  In many traditional courses, the emphasis all too often is still on the mechanics of performing a hypothesis test or constructing a confidence interval (or worse, on calculating means and standard deviations, or even correlation coefficients and chi-square values by hand).  The students are typically given the summary statistics for a set of data (rarely the actual data values themselves) and asked to perform an inferential procedure.  At best, some preliminary theoretical discussion may be covered in class, but that is usually quickly forgotten in the rush to complete the mechanical solutions to a great many problems.  When students do work with the actual data, even data they have personally collected, it is still just one possible sample to which they apply the appropriate (we hope) procedures.  It is therefore not surprising that many students come out of an introductory statistics course having, at best, mastered a series of computational procedures, but with relatively little statistical understanding.

Even when students utilize technology (graphing calculators or statistical software) to perform statistical calculations such as finding the statistical measures for a set of data, constructing a confidence interval, or conducting a hypothesis test, the majority still tend to come away with very little in the way of basic understanding of the underlying fundamental concepts.  In particular, they don’t understand the significance of:

       (  the variation in the results due to variations between different samples;

(   the effects of sample size on the results;

· the effects of changes in the sample data or the sample statistics on the results.

Gaining a solid understanding of these ideas requires the use of dynamic software to bring the ideas to life and so make a far stronger and hopefully longer lasting impact on the students.

Some Background  


Typically, the students who take introductory statistics courses, either in high school or in post-secondary institutions, have had considerably less mathematics than those who take calculus.  In colleges and universities, the usual mathematical prerequisite for introductory statistics is either intermediate algebra or a rather low-level college algebra course, though at many schools, particularly two year colleges, the prerequisite can be elementary algebra.  Similarly, in high schools, the AP (Advanced Placement) statistics course is usually either the second, if not the third, track in terms of mathematical sophistication;  the top track is designed to prepare students for AP calculus;  often, the secondary track has a goal of precalculus;  and the third track leads to AP statistics, if not a non-AP statistics course.  

 
Historically, introductory statistics courses offered through collegiate mathematics departments in the U.S. have focused on computational procedures and the probabilistic underpinnings of statistics. For the last quarter century, leading statistics educators have complained about such courses, pointing out that they are too "mathematical" in the sense of focusing heavily on probability and probability distributions (binomial, geometric, Poisson, hypergeometric, etc.), probably because mathematicians are more comfortable with such topics.  Instead, they have urged that introductory statistics should focus almost exclusively on data analysis and applications arising from real-world data.  Statistics educators have also called for a significantly increased emphasis on statistical concepts, since those are considerably more important than statistical computations for the students.  (Clearly, this mirrors the debates in the mathematics community over what the appropriate emphasis in calculus and related courses should be.)  These points are made very strongly in the articles in the MAA Notes volume Statistics for the Twenty First Century (Gordon & Gordon, (1992)). 

    
Over the years, more and more data-driven ideas have been incorporated into many introductory statistics offerings.  However, most textbook authors have merely added additional sections and examples to reflect the emphasis on data without eliminating the more traditional topics, so that the current courses present a hodge-podge of topics and emphases across a wide spectrum that reflect the interests and backgrounds of all individual instructors and departments. 

Dynamic Software to the Rescue  


Two key notions that underlie virtually every concept and method in inferential statistics are randomness and variation among samples.  Has the sample been collected in a truly random fashion that reflects the underlying population?  How representative of that population is this one sample?  How does this single sample compare to other possible samples drawn from the same population? How much does that single sample influence the accuracy of the results?

Fortunately, most of the central topics in probability and statistical inference can be dramatically presented using computer graphics simulations to allow students to visualize the underlying statistical populations and the variation that exists among many different samples, and so enhance their understanding of the statistical concepts and methods.  Many years ago, the authors addressed the challenge of making these notions evident to students by developing a comprehensive package of computer graphics simulations using BASIC that addressed virtually every topic in introductory probability and statistics. BASIC routines have become outmoded over the years, especially in terms of being able to provide students (or even colleagues) with copies of the files to explore the statistical concepts on their own computers.  We have lately returned to this challenge and have developed a much more extensive package of dynamic interactive graphical simulations using Excel because it is available on almost all computers today.  Moreover, Excel has the further advantages that it does not require any plug-ins or internet connections, as when using Flash, Java, or JavaScript, and it is the standard technology tool for virtually every discipline outside of mathematics. (The authors’ complete package can be downloaded from our websites Author1 (2018) or Author2 (2018) for use either by instructors for in-class demonstrations of these ideas or by students for individual or small-group investigations and/or projects, as discussed at the end of this article.) 


In the intervening years, many other statistics educators have thought deeply about these issues and have developed specialized software tools to implement random simulations of many of the basic statistical ideas and techniques.  These issues have been discussed in a variety of articles, primarily in the statistics literature, as summarized by Mills (2002) for the early years, as well as in individual papers in the Journal of Statistics Education.  All of the articles in volumes 1 through 24 of the latter from 1993 through 2014 can be accessed from the journal’s website, Journal of Statistics Education, (1993-2015);  subsequent issues from 2015 (volume 25) on are now housed on the Taylor & Francis website at Journal of Statistics Education, (2016 - present ).  Several recent articles, written for the mathematics community, discuss comparable ideas for using dynamic software to increase student understanding of regression/correlation (Authors (2018)), constructing confidence intervals (Authors (2016)), and hypothesis testing (Authors (2018)).  In addition, there are many applets available on the Web and many of the same kinds of simulations can be generated using statistical software packages such as Minitab.  A summary of literally hundreds of such apps and links to them are compiled by DePaolo (2010).  

These efforts have had considerable impact on the teaching of statistics among professional statisticians, but probably much less impact on the teaching of statistics by mathematicians or by statistical users in other disciplines.  In part, this may be due to the fact that mathematics faculty without extensive statistical training are often uncomfortable with using such statistical packages in the classroom;  some feel it is not appropriate to require students to purchase specialized software in addition to an expensive textbook and calculator;  others feel that the one software tool that almost all of their students will someday use in other courses and on the job is Excel (and the majority of students now arrive on campus already knowing how to use it).  Furthermore, most quantitatively-oriented people are familiar with Excel and many are able to modify or create their own spreadsheets without having to learn a new computer language.  As such, existing Excel spreadsheets provide templates that can be adapted to create comparable simulations of other situations or to provide additional information and insights. As a consequence, there seem to be good reasons to have such simulations available in Excel, so that both faculty and students can have easy access to their use without needing to expend money or time in learning new programs.

As will be illustrated later in the article, the authors’ spreadsheets all use sliders (a feature to input or change values by moving, using a mouse, say, a square in a horizontal bar)  and other Excel controls to provide dynamic effects in which parameters and statistical measures can be changed and the resulting effects can be seen virtually instantaneously.  Perhaps the most powerful programs are those that utilize random simulations to illustrate the variations that occur in the results due to different samples. 


In this article, we will discuss a variety of sampling distributions, most notably the distribution of sample means and hence the Central Limit Theorem, that can be enhanced using such software. Other sampling distributions include those for the median, the mode, the midrange, the variance, the proportion, the standard deviation, and differences of means and proportions. 

The Central Limit Theorem and the Distribution of Sample Means

One of the standard, and certainly the most important, topics in any introductory statistics course is the Central Limit Theorem, which summarizes the most important properties of the distribution of sample means (also known as the sampling distribution of the mean).  It consists of the means of every possible sample of a given size n drawn from some underlying population and is the basis of virtually all inferential statistics.  (Actually, there is a different central limit theorem for every other sampling distribution.) Among other things, the Central Limit Theorem provides insight into how any single sample drawn from an underlying population compares to all other possible samples of the same sample size drawn from that population.  Unfortunately, if all students see is one sample, or perhaps a handful of samples, drawn from a population, it is not surprising that few, if any, of them understand what the Central Limit Theorem is all about.  

To gain an understanding of the underlying concepts behind the Central Limit Theorem, as well as other sampling distributions that arise in introductory statistics courses, it is necessary for students to see many different samples and thus see the effects on the associated sampling distribution.  However, it is just too difficult and time-consuming to do this live in class.  And, in the few cases where it can be done, it is likely that the class becomes bogged down in the details of enumerating and analyzing all possible samples, so that the students do not see any overall pattern.  Fortunately, all the core topics in statistical inference can be dramatically presented using computer graphics simulations that let the students visualize the underlying statistical distributions and so enhance their understanding of the statistical concepts and methods. 

In the authors’ implementation of a demonstration module for the Central Limit Theorem, the user (either the instructor while conducting a live classroom demonstration or individual students working with the software in a computer laboratory setting or at home on their own) can select from among four underlying populations – one is roughly normally distributed, another is roughly uniformly distributed, a third is roughly U-shaped, and the fourth is skewed in one direction.  (Each of these underlying populations is composed of roughly 500 entries that fall into the indicated pattern and random samples are then drawn from the selected population.)   The user can select the sample size and number of samples using sliders and the results appear virtually instantaneously.  In particular, the program randomly generates repeated samples of the given size, calculates, and then displays the means of all the samples in a bar chart.  It also displays information on the average and standard deviation of all the sample means generated and compares them to the mean and standard deviation of the underlying population.  In Figures 1- 4, we show results based on 250 samples of sizes n = 4, n = 9, n = 15, and n = 25, respectively, drawn from the roughly normal population. 
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Figure 2
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Figure 4


Note that the underlying normal population has a mean µ = 68.07 with a standard deviation of ( = 2.762.  For the 250 samples of size n = 4 shown in Figure 1, the mean of the sample means is 67.93 with a standard deviation of 1.471.  Similarly, for the results in Figure 2 with n = 9, the mean is 68.00 and the standard deviation is 0.942;  for the results in Figure 3 with n = 16, the mean is 68.01 and the standard deviation is 0.654;  and for the results in Figure 4 with n = 25, the mean is 68.09 and the standard deviation is 0.581.  From these images and the corresponding numerical results, as well as repeated runs with the same choices, the students quickly observe that:

1. the overall shape of the sample means in each instance is also roughly normal;

2. the average of the sample means in each instance is quite close to the mean of the underlying normal population;

3. the spread in the sample means clearly decreases as the sample size n increases.

At this point, we would point out to the class that, with samples of size n = 4, the spread is roughly one-half the spread in the underlying distribution. This can be seen either numerically or graphically.  First, comparing the standard deviation of the 250 sample means shown in Figure 1, which is 1.471, to the standard deviation of the underlying population (2.762), it is fairly clear that the sample means have roughly half the spread.  Alternatively, from a graphical perspective, the bar chart for the underlying normal population is shown in Figure 5.  Notice that the values shown extend from a minimum of about 61 to a maximum of 76, a spread of 15.  In contrast, the spread for the bulk of the sample means shown in Figure 1 based on n = 4 extends from about 65 to 72, which is roughly half as extensive. 
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Figure 5

Totally comparable results arise with other runs of the program or with other sample sizes.  For example, the spread (0.942) with samples of size n = 9 is roughly one-third the population’s spread (2.762); this can also be seen graphically by estimating the horizontal spread in the bar chart for the sample means.  Invariably, in every introductory statistics course the authors have taught using this module, several students have hypothesized that the formula for the spread in the sample means is equal to 
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. Thus, rather than having a set of rules to memorize and apply without understanding, the students are actually able to thoroughly understand the conclusions of the Central Limit Theorem and even to deduce the key formulas based on those observations. 


We would then repeat the investigation with a different underlying population, say the U-shaped population, which has mean µ = 68.61 and standard deviation ( = 4.801.  We show typical results in Figures 6-9 for 250 random samples of size n = 4, 9, 16, and 25, respectively.  Clearly, with small samples, the pattern does not appear to be normal, but does seem to become more and more normal as n increases. In particular, for the samples of size n = 4 shown in Figure 6, the mean of the sample means is 68.62 with a standard deviation of 2.634;  for the samples in Figure 7 with n = 9, the mean is 68.58 and the standard deviation is 1.546;  for the results in Figure 8 with n = 16, the mean is 68.50 and the standard deviation is 1.295;  and for the results in Figure 9 with n = 25, the mean is 68.66 and the standard deviation is 0.906.  Obviously, the means of the sample means are invariably very close to the mean of the underlying population, no matter what the sample size.  And, the spread of the sample means clearly decreases as the sample size increases; further, both numerically and graphically, the spread is roughly ½, ⅓, ¼, and 1/5 of the population’s standard deviation, respectively, again reinforcing the conjecture that it is seemingly equal to ( divided by the square root of n. 
[image: image12.png]o

The Sample Means

a

7

i



[image: image13.png]o

The Sample Means

a

7

i



  

Figure 6





Figure 7
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Figure 9
 
From such explora​tions and the accompanying geometric displays, the students in an introduc​tory statis​tics course are able to predict the con​clu​sions of the Central Limit Theorem and the properties of the sampling distribution of the mean based exclusively on the visual displays.  The only thing that they need to be told is that n = 31 has been found empirically as the minimum sample size needed to be assured of normality for most underlying populations.  Of course, how large n must be depends strongly on the shape of the underlying distribution.  Computer graphics present an ideal tool for experimenting with different values of n and different populations.  For instance, students can see that n = 1 or n = 2 seems adequate if the population is normal; that n = 12 is usually accepted as large enough if the population is uniform; and that n = 100 may be needed if the population is highly skewed as with the exponential distribution.

Simulating the Sampling Distributions of the Median, Mode and Midrange  


Comparable investigations can be conducted to investigate the properties of other sampling distributions such as the distribution of sample medians (consisting of the medians of every possible sample of a given size drawn from an underlying population), the distribution of sample modes, or the distribution of sample midranges.  Although not ideas that are ever presented in introductory statistics, there is some value in introducing at least one of these situations to reinforce the ideas with the distribution of sample means without explicitly repeating the previous exploration and boring the students;  and it only takes perhaps an additional ten minutes of class time to explore a different sampling distribution using dynamic spreadsheets.  
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In Figures 10 and 11, we show the results, respectively, of 250 samples of size n = 4 and n = 25 for sample medians drawn from the roughly normal distribution;  Figures 12 and 13 show the comparable results for sample medians drawn from the roughly U-shaped population.  
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Figure 10





Figure 11
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Figure 12





Figure 13

From the images, it is reasonably apparent that the distribution of sample medians seems to become more normal-shaped when the samples are drawn from the normal population as the sample size increases.  However, this is definitely not apparent with the distribution of sample medians when the samples are drawn from the U-shaped population.  In fact, even with samples of size n = 50, the resulting bar chart does not really appear to fall into a normal pattern, but rather continues to suggest a U-shaped pattern that is similar to, but ever less widely spread, as n increases.

Moreover, for the 250 sample medians based on samples of size of size n = 4 drawn from the normal population shown in Figure 10, the mean of the sample medians is 68.99 with a standard deviation of 1.489 and a median of 68, compared to the values of  µ = 68.07, ( = 2.762, and a median of 68 for the underlying population.  The numerical results corresponding to Figure 11 with samples of size n = 25 drawn from the normal population are a mean of 67.94, a standard deviation of 0.674, and a median of 68.   

Similarly, the U-shaped population has a mean of µ = 68.61, a standard deviation of ( = 4.801, and a median of 69.  For the 250 sample medians of size of size n = 4 drawn from that population shown in Figure 12, the mean of the sample medians is 68.79 with a standard deviation of 3.329 and a median of 69.  Also, for the samples in Figure 13 with n = 25, the mean is 68.99 with a standard deviation of 2.597 and a median of 69.  Clearly, the means of the sample medians are invariably very close to the mean of the underlying population, no matter what the sample size.  And, the spread of the sample medians clearly decreases as the sample size increases; however, both numerically and graphically, there does not seem to be a clear pattern suggesting a simple relationship between the standard deviation of the sampling distribution for the median and the standard deviations of the sample medians.  

We note that comparable spreadsheets are available for investigating the properties of the distribution of sample modes and the distribution of sample midranges, though we will not discuss them here.

A particularly effective use of any of these programs is to have the students conduct their own investigations of these (and related) sampling distributions on an individual or small group basis.  Having seen how such an analysis proceeds with the distribution of sample means, they can be asked the comparable questions about the sampling distribution:  what is its shape and how does it change with the sample size?  what is its mean?  and what is its standard deviation?  The students are then able to make some conjectures based on the visual and accompanying numerical displays.  In fact, individual students can be assigned different projects of this nature using a variety of underlying populations and a variety of sampling distributions such as those for the median, the mode, the midrange or even the variance or the standard deviation.  This type of activity is extremely desirable for giving students a feel for discovering and developing a mathematical theory on their own.  More importantly, by repeating the procedure used to develop the key ideas for the distribution of sample means in or more parallel contexts, the students achieve a far better understanding of the ideas presented on the Central Limit Theorem to make a deeper impression on all students.

Simulating Other Sampling Distributions   

  
Comparable investigations can be conducted to examine the properties of other sampling distributions that often arise in an introductory statistics course.  This includes the distribution of sample proportions, the distribution of the difference of sample means, the distribution of the difference of sample proportions, the distribution of sample variances, and the distribution of sample standard deviations.  
For instance, consider the sampling distribution of the proportion.  Our dynamic spreadsheet allows the user to select the population proportion (, the sample size n, and the number of samples.  In Figure 14, we show the results of 575 samples of size n = 20 with ( = 0.20, while Figure 15 shows the results of 575 samples of size n = 40 also with ( = 0.20.  The pattern in Figure 14 is too skewed to suggest a roughly normal pattern, although the one in Figure 15 does seem to reflect normality.  This allows an instructor to reinforce the criteria for normality, namely that n( > 5 and n(1 - () > 5 need to hold to be assured of approximate normality.  For the values used to produce Figure 14, n( = 4 and  n(1 - () = 16, while those used to produce Figure 15 yield n( = 8 and  n(1 - () = 32.  Moreover, the output from the program also demonstrates quite dramatically that the mean and the standard deviation of the sample proportion values typically are extremely close to the values ( = n( and 
[image: image3.wmf](1)

n

spp

=-

 predicted by statistical theory. 
[image: image20.png]‘The Sample Medians.



[image: image21.png]‘The Sample Medians.



Figure 14





Figure 15
Next, consider the distribution of the differences of sample means that arises when one is constructing a confidence interval for the differences 
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or testing a hypothesis regarding the difference of means. We have also created a dynamic spreadsheet that simulates the distribution of the differences in sample means.  The program allows the user either to have both samples drawn from the same underlying population or to have the samples drawn from two distinct populations. Either way, the user can select from among the same four underlying populations – normal, uniform, U-shaped, and skewed – as before.  Further, the user selects the desired sample size n1, via a slider, for the first sample and the sample size n2 for the second sample.  Finally, the user selects the number of pairs of samples that will be randomly generated.  The program then performs the simulation, plots the differences 
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 for each pair of sample means in a bar chart, and displays the results numerically.  The students can then see what happens with many different sets of samples, first with both samples drawn from the same underlying population and then with samples drawn from different populations.  

In the first case with samples drawn from the same population, one should expect that the difference in population means will be 0 and, in fact, the differences in sample means are clustered about 0. When the sample sizes n1 and n2 are both small, there is a rather wide spread in those 
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differences, but as you increase the sample sizes, the differences are clustered ever more tightly about 0.  In Figure 16, we show the results of one run of the program where both samples are drawn from the normal population and the first sample consists of samples of size n1 = 7 and the second samples of size n2 = 9.  In contrast, Figure 17 shows the results with samples of size n1 = 42 and n2 = 39.
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      Figure 16





Figure 17
Moreover, when sampling from the normal population, the shape of the histogram is close to normal, even for small sample sizes. Again, look at the two results in Figures 16 and 17.  However, when sampling from the other three populations, the shape of the histogram is definitely non-normal for small sample sizes, but becomes ever more normal-looking as the sample sizes increase. Figure 18 shows the results of drawing samples from the roughly uniformly distributed population with samples of size n1 = 8 and n2 = 10;  the shape may not look particularly normal.  On the other hand, the results with larger samples, say n1 = 40 and n2 = 43, from the same uniformly distributed population are shown in Figure 19, which shows a much more normal distribution pattern.  
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Figure 18



  
 Figure 19
Students can also be asked to perform comparable investigations when the samples are drawn from two different populations.     
Finally, we consider the sampling distribution for the difference in sample proportions.  As with the differences of sample means, the user can select the probability of success 1 and the sample size n1 of the first sample and the probability of success 2 and the sample size n2 of the second sample via sliders, as well as the number of such pairs of samples.  The program then randomly generates the desired samples, displays the results on the difference p1 – p2 of the sample proportions graphically in a bar chart, and also displays the numerical results. 
We note that other Excel spreadsheets are available for exploring the distribution of sample skewness (the third order moment where the mean is the first order and the standard deviation is the second order) and the distribution of sample IQR (the InterQuartile Range – the spread between the first and the third quartiles) values.   
Implementation

The authors use the programs described here (though certainly not all of them) primarily on an in-class demonstration basis to motivate and explain statistical ideas.  With the use of a projector, the graphical output is easily visible to all students in the class.  In addition, several of the programs are used as the basis for individual investigation projects; students are required to conduct a study of the properties of a sampling distribution and write a formal report containing graphical output and their conclusions based on it.  Alternatively, some of the programs have tutorial routines that lead the students through the steps involved in mastering the corresponding statistical procedures, so that they simultaneously gain understanding of the ideas and facility with the techniques.


The authors have also found that the visual images generated by the computer tend to "stick" in students' minds.  They often refer back to the computer pictures of a simulation.  Therefore it is possible to capitalize on these solid visual images by referring back to them on an on-going basis in class when discussing subsequent ideas or going over particular problems.

As mentioned above, all of the dynamic spreadsheets discussed here, as well as many others covering virtually every topic in introductory statistics and probability, can be downloaded from the authors’ websites.  If interested readers have any suggestions for additional topics they would like to see treated, they are encouraged to contact the authors with their suggestions.
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Legends
Figure 1: 250 Sample Means with n = 4 from Normal Population

Figure 2: 250 Sample Means with n = 9 from Normal Population

Figure 3: 250 Sample Means with n = 16 from Normal Population

Figure 4: 250 Sample Means with n = 25 from Normal Population

Figure 5:  The Underlying Normal Population

Figure 6: 250 Sample Means with n = 4 from U-Shaped Population

Figure 7: 250 Sample Means with n = 9 from U-Shaped Population

Figure 8: 250 Sample Means with n = 16 from U-Shaped Population

Figure 9: 250 Sample Means with n = 25 from U-Shaped Population

Figure 10: 250 Sample Medians with n = 4 from Normal Population

Figure 11: 250 Sample Medians with n = 25 from Normal Population

Figure 12: 250 Sample Medians with n = 4 from U-Shaped Population

Figure 13: 250 Sample Medians with n = 25 from U-Shaped Population

Figure 14: 575 Sample Proportions with n = 20 from Population with ( = 0.20

Figure 15: 575 Sample Proportions with n = 40 from Population with ( = 0.20

Figure 16: Difference of Sample Means with n1 = 7 and n2 = 9 from Normal Population

Figure 17: Difference of Sample Means with n1 = 42 and n2 = 39 from Normal Population

Figure 18: Difference of Sample Means with n1 = 8 and n2 = 10 from Uniform Population

Figure 19: Difference of Sample Means with n1 = 40 and n2 = 43 from Uniform Population
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